
Leveraging 

 Business 

 Intelligence 

 Copyright © 2013 BBBT - All Rights Reserved Page 1 of 10 

 

BBBT Podcast Transcript 
 

 

 

 

 

 

 

 

 

 

 

About the BBBT  

The Boulder Business Intelligence Brain Trust, or BBBT, was founded in 
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Claudia Imhoff: Hello, and welcome to this edition of the Boulder BI Brain Trust, 

or the BBBT.   We're a gathering of international consultants, analysts, and 

experts in business intelligence, who meet with interesting and innovative BI 

companies here in beautiful Boulder, Colorado.   We not only get briefed 

on the latest news and releases, but we share our ideas with the vendor on 

where the BI industry is going, and help them with their technological 

directions and marketing messages.   I’m Claudia Imhoff and the BBBT 

podcasts are produced by my company, Intelligent Solutions. 

I'm pleased to introduce my guest today.  He is Charles Zedlewski.  Charles 

is the Vice President of Products for Cloudera.  So, welcome, Charles. 

Charles Zedlewski:  Thank you, thanks for having me. 

CI: Let's get started with Cloudera.  It's relatively new, you've been around for 

a few years now.  Why don't you talk a little bit, give me a brief overview of 

its strengths and its purpose. 

CZ: Sure.  The quick vital statistics on Cloudera.  We're about five-and-a-half 

years old.  We are an Open Source Data Management Platform 

company.  That platform is based on Apache Hadoop, which is a novel 

approach to data management that has its origins in early work that was 

done at Google. 

We're about 600 employees.  We're increasingly global, more and more of 

those employees are outside of the United States. 

We are privately held, but we are very well funded, many, many hundreds 

of millions of dollars are invested on Cloudera.  Our customer base is a 

corporate customer base.  For the most part it is Fortune 500 companies. 

It tends to be large companies that have large amounts of data.  There 

are exceptions to that.  We also service a number of smaller but 

data-driven businesses. 

CI: We'll talk about some of these use cases, a little bit later on.  Let's talk about 

the big difference right now.  Cloudera's bringing a new approach to the 

idea, the model, if you will, of "How do I calculate things"? Compute to 
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data.  Why don't you explain, for us all, what the traditional model is, or the 

one that we're used to seeing, versus this new one? 

CZ: A lot of the data management systems were designed in a time when the 

data was relatively sparse.  A lot of it originated inside the four walls of an 

organization... 

CI: Very structured, right? 

CZ: Yes.  It tended to be structured because it was being spun off of the RP 

systems, for example, or other high control style applications.  And at the 

same time, compute was very expensive and data was relatively small in 

volume.  Today, if you look at the landscape, it's almost the exact 

opposite.  So it's true.  The majority of data is coming outside of the four 

walls of the organization, not inside. 

It's extraordinary voluminous the fast status that the compound growth 

rate of data is faster than that of Moore’s Law.  Basic advances in systems 

are struggling to keep up.  The majority of it is not as structured.  I don't 

think we will go to this completely unstructured semantic, but it's less 

structured than the kind of data that was generated inside the four walls 

of the organization.  Compute is abundant and inexpensive. 

The result is that if you take that different set of assumptions, you wind up 

designing a data management system very differently.  What you realize 

is that you have to design a system where you try to keep data from 

moving too much because data has a kind of gravity to it. 

As the volume gets very large, basic replication or movement across 

anything, even within a system or certainly across a network, it gets harder 

and harder, more and more annoying, and more and more costly. 

So what you're really trying to do is move it as little as possible and, as a 

result, bring more and more of the compute to the data.  If you look at 

our system today, it actually has the ability to bring multiple types and 

flavors of compute to the data. 

You can bring SQL to the data.  You can bring search to the data.  You 

can bring machine learning to the data. 
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You could do it all on a common data-set, without having to do a lot of data 

movement.  And that’s very attractive in terms of—it’s typically more 

convenient, more usable that way.  It's also less expensive that way. 

CI: That's the whole idea behind being a multi-framework. 

CZ: That's right.  It turns out that there is a whole family of data management 

problems that are not cleanly just a SQL problem, or not cleanly just a 

predictive analytics problem, or not cleanly just a search problem. 

The challenge is that all the pre-existing systems, you have these silos that, 

"I just do SQL," or, "I just do search," or, "I just do machine learning," or, "I just 

do MapReduce and batch processing." As a result, it became very 

challenging to solve problems using any mix of techniques. 

CI: There have been a lot of things said about Cloudera, plus and minus.  There 

are also a lot of myths, things that people have said.  There's a lot of hype 

around it and so forth. 

Why don't you give me a few of your favorite myths and explain why they're 

this. 

CZ: I think that the biggest myth is that Cloudera is evangelizing a rip and 

replace kind of mentality. 

CI: Rip being, "Get rid of the enterprise data warehouse.  We can replace it." 

CZ: Sure.  Let's say.  That's really not the case at all. 

We think that to have a data management system that made a very 

different set of design assumptions.  And as a result, it has a different set of 

strengths and weaknesses. 

As a result, we wind up being very effective for a whole family of data 

management problems.  Those problems do not necessitate that you 

actually have to rip and replace an existing system.  We're trying to solve 

a data management business problem and create business value. 

I'd say that's probably the biggest myth.  I think the other myth, without 

getting into all the gory details, is where some folks would want to 
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question our open-source bona fides.  I find that to be very cynical and 

disingenuous. 

For anyone who follows the development in these various Open Source 

projects sees dozens, and dozens, and dozens of Cloudera engineers who 

are contributors and leaders in their domain, in the Open Source 

community. 

We have a nearly six year history now of shipping a completely Open 

Source system, in contrast to an industry where, heretofore, pretty much 

the entirety of this technology was totally proprietary. 

There's just nothing in the history of Cloudera that would really cause 

anyone to question just how deep our commitment goes to an Open 

Source platform. 

CI: To that end, you do offer, as you put it, a free edition. 

CZ: Not just free, but open and... 

CI: That's true. 

CZ: You can change the code, you can do whatever you want to it.  The 

basic evidence is, look at our user community.  You can go to CDH users 

or you can go to Cloudera community, which is our free user community.  

The daily activity there is larger than every other competing platform put 

together. 

We care deeply not just about Open Source, but also for our free user 

community.  It turns out that there are all kinds of knock-on business 

benefits to having a large free user community.  Just because we don't 

get paid doesn't mean that we're not a stronger company because we 

have a strong free user community. 

CI: I think that's the key to Open Source, isn't it? 

CZ: Absolutely.  We can get into much more about all the positive impacts 

that it has. 
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CI: Let's talk a little bit about your platform, if you don't mind.  A very brief 

description of the various parts. 

CZ: Our platform is essentially an elastic scale-out pool of storage.  We really 

give you two different semantics to store your data.  You can look at it like 

file system or you can look at it like a lower level storage manager of a 

database.  Both of these are options.  Then, you can apply parallel 

computation to the data stored there. 

Hadoop, most notably, was originally known from MapReduce, which is 

like a batch parallel framework.  On top of that, we have an MPP query 

engine, which we developed, called Impala.  We have a parallel search 

framework which is based on Apache Solr, a new in-memory batch 

processing framework called Spark, which also serves stream processing 

needs.  All that gets applied to this common set of data. 

Then, we have a whole bunch of other functionality which is common 

services that you need, regardless of if you are a SQL user, a developer, or 

a search user.  You need a common approach to security, you need a 

common approach to data ingest and egress, you need a common 

approach to metadata, you need a common approach to resource 

management, work load management scheduling. 

There are all these common services.  That's what makes it possible for you 

to more easily combine these different frameworks to solve these 

overarching problems. 

CI: Compare that to other analytic databases or, even, to other Hadoop 

offerings. 

CZ: The analogy we use a lot—analytic databases and their peers are much 

more purpose-built.  They're highly tuned for relational model and they're 

single function, where that one function is SQL.  Just like if you look to the 

graph database highly tuned, in terms of the data layout, for graph.  Then 

that single function might be something like SPARQL. 

In our case, we're saying, "We actually have a quite good SQL engine." I 

won't claim that it's as evolved as these more mature analytic databases, 

but it's solid.  More advantageous is the fact that we can combine it in 
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interesting ways with other data management techniques.  The analogy 

is: we're basically offering you something which is integrated to 

multifunction, as opposed to something which is super specialized. 

There are pros and cons to each.  There are workloads where you want 

the specialized thing, and there are workloads where you want the more 

flexible integrated multifunction thing.  That's great.  I think everyone is 

growing as a result. 

CI: Yes.  It sounds like good deal.  Let's talk a little bit about your customers.  

You gave us some use cases for your technology.  I thought they were 

very interesting.  They do explain where you fit in to the world order. 

CZ: Yes.  We touched on three families of workloads that account for a high 

fraction of our customer deployments and revenues.  The first is, maybe 

the most sophisticated but is very strategic, in terms of the kinds of 

outcomes that people are able to achieve, is these operational analytic 

applications—where what people were doing is some form of predictive 

analytics, but they're doing it in a way where the results of these 

predictions are fed directly back into a business process, or they're 

helping to augment the judgment of a professional.  

An example might be programmatic ad buying.  I want to look at all the 

histories of past advertising markets, all the histories of efficacy of past ads 

I've purchased, and then I'm going to do some algorithms that predict 

what is the optimal ad buying strategy. 

Then, I'm going to take new market input as it comes in and I'm going to 

make real time bidding decisions.  In all of that, there's no human in the 

midst of that.  Cybersecurity is another example like that. 

The reason why our platform fits that so well is because the definition of 

the problem is very multi-function.  There's a part of it which is very 

machine learning-oriented, training and testing models.  There's a piece 

of it which is very low latency and no SQL-oriented, which is like the online 

scoring of the models. 

There's a piece of it which is oftentimes human-intermediated, which is a 

lot of times these things don't replace human judgment.  They augment it.  
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There's a piece where a person still goes back in and does a search or 

does a query.  It really plays to our strength as a multi-function, 

multi-framework platform. 

Another use case you see a lot in Cloudera is exploratory analytics.  This 

would be that sandbox that people want to give their self-serve BI users.  

This would be the sandbox you want to give your data scientists or your 

credit risk analysts, where the real appeal is again, in part, multi-function 

and multi-framework.  I can run machine learning, and I can do data 

prep and ETL-ELT in a common platform.   

Part of the appeal is just lots of wide open low cost space.  The fact that 

we're low cost per terabyte's really attractive, because you're going to 

wind up having a sprawl of derived datasets when you let people do all 

this experimentation. 

The last piece is the fact that we're very flexible in terms of we make it very 

easy for you to recompose your data model.  These are all things which 

people prize when you're trying to make life easier for the exploratory 

analytic users. 

CI: Easy for IT and the ultimate business users. 

CZ: They all want the same thing, is my experience.  The IT folks are looking to 

work down this BI backlog, and they're trying to see how many times they 

can take an expert out of the flow, a very specialized skill, like someone 

who really is a BI guru.  Is there any way I can say, "That person only needs 

to work on the high order stuff, but I can find a way to create more of a 

self-serve model for the adhocracy, which is just a big part of what drives 

the current backlog of demand for BI?" 

CI: And get out of the middle.   

CZ: Yeah, exactly.  We're possible.  Obviously our BI partners and our ETL 

partners are part of that solution.  We think that the backend that we 

provide is another piece of the solution, though. 

CI: Let's talk about one of the areas that has come under fire a little bit, and 

that's security and governance.  A lot of people consider the Hadoop 
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world this Wild West, where anything goes.  Just throw the data in and let 

‘er rip.  Not necessarily.  What have you got to offer here? 

CZ: Absolutely.  Security and governance are areas where without question 

the Hadoop stack started from a deficit compared to the traditional 

database world.  In all cases, we're not trying to be just like the databases 

that preceded us. 

This is one case where I don't know that there's a whole lot of excuses.  

You just have to have this functionality, so we've been putting a lot of 

investment into this. 

We were the first platform to have a unified authentication model.  We 

now also have role-based access control, view level securities.  You can 

secure ranges of rows, selections of columns.  We added audit ability so 

any object you touch in the system, be it a file or a table or a column, we 

can retain how many people accessed it, who did, when did they do it.  

All that can be exported to a central compliance system. 

Now recently we added lineage so we can passively determine whether 

a user or a program created a new table, or even a new column.  We 

can tell you what calculations did that, how you got there, so we have 

attribution.  This is all out in the open. 

We're in the process of adding native encryption.  That'll be another piece 

that we'll close off, as well.  That story is much better today than it was 

before.  I don't think we've reached the same levels of the traditional 

databases have, but we're getting better all the time. 

CI: Big strides.  Real quickly, we got about a minute, what's the future hold? 

CZ: I'm the product guy, so of course I'm focused on making the product 

better.  I would say thematically to make the product better, richer end-

user functionality.  It's great to have this integrative system, but that should 

not be an excuse to have deficits in terms of feature fidelity. 

If you're an advanced search user or an advanced SQL user or an 

advanced ML user, how do we give you as close to the full feature fidelity 

as you're used to? We've got more work to do there.  Continuing to round 
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out the enterprise properties, like I said.  We have more work to do in the 

security side.  That's just one example.  That's all one area. 

On top of that, a big one for us is fostering the commercial ecosystem 

that builds on our platform.  We have a huge investment in our 

certification program, our OEM program, working with all the different ISVs 

that are building applications.  We want more shrink-wrapped ways 

where some of these novel data management problems can be solved.  

It shouldn't always be that we just give customers infrastructure and then 

they have to figure out the rest. 

CI: I think one of the things that caught my eye is the certification of the data 

scientist.  I think that's so badly needed. 

CZ: Yeah.  The skills piece is really critical.  We train an awful lot of people, 

both with our certification of professionals, and also with our certification 

of software partners.  We try to have a pretty good quality bar.  I think less 

than half the people that take our certification exam pass it. 

CI: It's not easy.   

CZ: No, it's not easy.  I was really excited, actually.  I was in a meeting and I 

met somebody from a large technology services company.  I won't name 

the firm, and they had Cloudera-certified professional on their business 

card as a little right hand badge.  That was a nice little bit of validation.  

We hope to see much more of that. 

CI: Excellent.  Unfortunately we're out of time, so that's it for this edition of the 

BBBT Podcast.  Again, I'm Claudia Imhoff.  It's been a great pleasure to 

speak with Charles Zedlewski of Cloudera today.  Thanks so much, 

Charles. 

CZ: My pleasure, as well.  Thank you. 

CI: I hope you enjoyed today's podcast.   You'll find more podcasts from 

other vendors at our web site, www.bbbt.us.   If you want to read more 

about today’s session, please search for our hash tag on Twitter.   That's 

#BBBT.   And please join me again for another interview.   Good bye and 

good business! 


