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Claudia Imhoff: Hello, and welcome to this edition of the Boulder BI Brain Trust, 
or the BBBT. We're a gathering of international consultants, analysts, and experts 
in business intelligence, who meet with interesting and innovative BI companies 
here in beautiful Boulder, Colorado. We not only get briefed on the latest news 
and releases, but we share our ideas with the vendor on where the BI industry is 
going, and help them with their technological directions and marketing 
messages. I’m Claudia Imhoff and the BBBT podcasts are produced by my 
company, Intelligent Solutions. 

I'm pleased to introduce my guests today. They are Sanjay Vyas and John 
Santaferraro. Sanjay is the president and CEO, and John is the chief marketing 
officer for Diyotta. Welcome to you both. 

Sanjay Vyas:  Thank you, Claudia. Nice to be here. 

John Santaferraro:  Nice to be here, Claudia. 

CI: Let's start with you, Sanjay. A little bit of an overview of Diyotta. What were 
the drivers in forming the company? 

SV: Let me start by talking about our background. Diyotta was founded by 
three individuals, myself being one. Ravi Punuru was the chief strategy 
officer. Sripathi Tumati was the chief technology officer. 

All three of us had seen in our past life large enterprise data warehouses 
being built. We were right in the center of everything. We have seen and 
experienced the bottlenecks, which challenged us to address them in 
some different ways. That's where we started to formulize the architecture 
of Diyotta. 

I would say, as we have seen the evolution between the different data 
architectures and as we are moving towards the modern data 
architecture, we are in a very early stage of what's going to come next. 
We consider ourselves fortunate enough to be part of that evolution and 
revolution. 

We are building a solution, which can stand up to today's challenges and 
also look beyond that and look at the future—what is coming as a 
Yottabyte generation. 
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CI: Very interesting paradigm shift that you certainly showed us today. I was 
actually quite fascinated by it. 

John, let me bring you into the conversation to explain a little bit about 
that paradigm shift and also the fact that Diyotta is based on five 
principles. I'd like to hear what those are as well. Let's talk about the 
paradigm shift and then the five principles. 

JS: Claudia, if you think back 20 years when the first ETL tools were designed, 
the world looked very different. There were a few operational data sources. 
People were creating a data warehouse and a couple of data marts. 
Everything flowed in a really nice left-to-right diagram. 

Today the world looks completely different with data living on premise, in 
the cloud or near SaaS applications. Users accessing information either 
from their laptop or a mobile device, accessing data that is either on 
premise or in the cloud. Data flowing in from mobile devices, the Internet 
of Things, trillions of timestamped events pouring into the system. 

The nice left-to-right diagram doesn't exist anymore. It's a matrix of data 
flowing in all directions with hundreds of thousands of users now that are 
actually accessing the data. The old paradigm of ETL doesn't work 
anymore. 

We've created our product based on five principles of modern data 
integration. The first principle, we take the processing to where the data 
lives. You can't bring everything through a server anymore. You don't want 
everything to have to go through some kind of an operational data store 
or common storage area. 

Second, we fully leverage all platforms based on what they were designed 
to do well. If there are functions that live inside of a database, we call those 
functions and use them in the database. If there are functions like text 
analytics that are done well in Hadoop, we leverage those. 

The third principle of modern data integration is move data point-to-point 
to avoid server bottlenecks. You only move the amount of data when you 
want to move it and when it makes sense to move it. You're not moving 
everything. 
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The fourth principle of modern data integration is manage all of the 
business rules and data logic centrally. Creating a design studio that 
captures metadata from a source system automatically stores that 
metadata. 

When you move that data into a platform like Hadoop, where that 
metadata doesn't exist or can't be stored, you still have it stored centrally. 
You can go back and track things like lineage and better understand the 
context of the data and the eventual analytics you're going to do. 

The fifth principle of modern data integration is to make changes quickly 
using existing logic and rules. By having this robust storage of metadata and 
templating everything, if you want to make changes in your data 
processing or your data blending and enrichment, or you want to bring in 
a new set of data or you want to migrate once and migrate again, most of 
that work is already done. 

We built Diyotta to basically model these five principles of modern data 
integration. 

CI: Excellent. I really like that. It seems like it's also an evolution from the 
traditional ETL, extract, transform and load, to more of the ELT or ELTL type 
of model, where you extract, you may load it into the platform. That's 
basically what you're talking about, right? 

JS: Yeah. I have to give credit to Yves de Montcheuil, who was on the BBBT 
event today, at least tweeting. He described it as ELTLTLTLTL. I think he threw 
in a couple of Hs as well for Hadoop. 

In the paradigm shift, in the world of modern data, data is flowing 
everywhere. You may have data that actually lives today in Netezza. You 
want to bring it into Hadoop. You're going to combine it with some data 
that you've scraped off of the Internet or that's coming off of a sensor. 

You may actually process it back out to Netezza to do some kind of 
analytic, based on a function that runs in database back in Netezza. It's a 
very flexible kind of environment that supports dataflows in all directions 
and of all kinds. 
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CI: Is that what makes it unique? 

JS: It makes Diyotta unique. The other thing that makes it unique is that we 
automate a lot of that process. We automatically capture data from some 
of the source systems. We automatically define structures and the target 
systems where nothing has yet been defined. 

Because we capture all of that metadata and separate the movement 
and transformation of data from the actual logic, we're able to move from 
one platform to another at just a click of a button. You can today move 
from Netezza to Hadoop. Tomorrow you might want to move from Hadoop 
to Spark. It's easy. In a drag-down menu, you literally just choose the next 
platform and it goes. 

CI: What I like about it is the incredible reusability of the product in that case, 
right? 

JS: Absolutely. 

CI: Sanjay, let me go back to you. If you don't mind, a brief overview of the 
Diyotta architecture. 

SV: Before I jump in to answer that question, I will take the liberty to quote one 
of the members again, who said that, "Diyotta is taking the integration to 
the data, not data to the integration." If I have to explain that in one 
sentence, Diyotta architecture allows you to leverage your investment, 
which you already put in, by creating all the business rules in an abstract 
layer and then taking the processing to the engines, where that 
processing can be done in a much faster and efficient manner. 

We have agent-based processing as well for globally distributed 
configurations. At the same time, while we are seeing the modern data 
integration within Hadoop, we have Hadoop architecture, where you 
don't have to invest in a separate ETL or separate server bottleneck to 
process data on Hadoop. 
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Diyotta collocates with Hadoop in physical architecture manner. It gives 
you the capability to run all the processing within Hadoop, whether it is on 
MapReduce, Tez or Spark execution engine. 

CI: Let's stay with you, Sanjay, and talk a little about the magic, the secret 
sauce, if you will, of Diyotta and that is its abstraction layer. I was actually 
quite taken by your explanation of the abstraction layer and what that 
means to someone who is perhaps not as knowledgeable in all of these 
various targets that we're talking about, Netezza, Hadoop. It could be 
Oracle, it could be DB2, whatever it is. 

If you don't mind, talk a little bit about the abstraction layer. What does 
that mean to someone trying to do all this data integration? 

SV: Claudia, that's a great question. We had seen in our experience as well 
that while we were devising these architectures, the business focus was 
still addressing the problems which we had been finding in the data. As 
the complexities are increasing, the problems still remain for the most part 
the same, like loading the data into your modern data architecture, 
performing the processing there. 

What we saw is that instead of reengineering while you are changing your 
underlying data platforms why not have an abstraction business layer, 
which allows you to define your business rules once and reuse them all the 
time, whenever any technology change happened. That should not 
impact your data engineering platform. 

That's where the abstraction layer helps a lot. It has all bells and whistles to 
perform those different processing on the platform of your choice. 

CI: It actually hides the complexity of whatever technology it is. Anyone can 
use the tool because they don't have to know all that, right? 

SV: Right. That's where the self-service BI, self-service ETL or ELT, whatever you 
want to call it. That's where we are heading towards. I'll be going to cover 
in the next question. 
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CI: Excellent. Very briefly, we got a couple of minutes left. If you don't mind, 
give me a few examples of how your customers are actually using your 
technology. 

SV: We have customers who are in cloud using the technology. They have 
Hadoop cluster in cloud. They have sensitive information originating on 
premise, which we have to encrypt and then load into the Hadoop 
cluster, in Amazon for example. 

We have customers who are doing telecom type use-cases, where they 
are loading data in a micro-batch environment every five minutes. On a 
period of a day, they are loading almost a terabyte of information every 
day. 

We have customers who are using as enterprise data link initiative, where 
they are loading different types of data, including Twitter feeds, including 
mainframe, including flat file, DB2 traditional. A gamut of customers 
having different types of use-cases, financial as well as telecom as well as 
health care. That's where we are seeing a lot of traction with the modern 
data architecture. 

CI: Let's wrap up with a little bit of a view toward the future. What's going to be 
happening with Diyotta? 

SV: We are in a very early stage of Hadoop becoming a mainstream data 
architecture. We are seeing customers leveraging that to the benefit of 
evolving their data architecture into multitudes of intelligent systems. You 
talk about businesses using Hadoop for deriving intelligence for predictive 
analytics and things like that. 

Where we see ourselves is we are in the middle of a modern data 
evolution. That's why we say that we are a preferred choice. We want to 
be the preferred choice for modern data architecture and integration in 
that ecosystem. 

We are going from a paradigm shift, where we started this paradigm shift 
of modern data integration and want to continue with that. As we go 
forwards, we will see a lot of IoT kind of use cases. We will see social 
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media, pure cloud, Software as a Service, as well as data in motion. That's 
where we are heading towards with Diyotta. 

CI: Excellent. I would say that it's a remarkable paradigm and one that I think 
is, first of all, very innovative and certainly very needed today. 

That's it for this edition of the BBBT podcasts. Again, I'm Claudia Imhoff. It 
has been a great pleasure to speak with Sanjay Vyas and John 
Santaferraro of Diyotta today. Thanks to both of you. 

JS: Thanks, Claudia. 

SV: Thank you, Claudia. 

CI: I hope you enjoyed today's podcast. You'll find more podcasts from other 
vendors at our web site www.bbbt.us. If you want to read more about 
today’s session, please search for our hash tag on Twitter. That's #BBBT. And 
please join me again for another interview. Good bye and good business! 


